udpSkeduler: A Web architecture based decision support system for course and classroom scheduling

Jaime Miranda a,⁎, Pablo A. Rey b, José M. Robles c

a Department of Management Control and Information Systems, School of Economics and Business, Universidad de Chile, Diagonal Paraguayo 257, Santiago, Chile
b School of Industrial Engineering, Faculty of Engineering, Universidad Diego Portales, Av. Ejército 441, Santiago, Chile
c Faculty of Engineering, Universidad del Desarrollo, Av. Plaza 680, Santiago, Chile

A B S T R A C T

A key process for post-secondary educational institutions is the definition of course timetables and classroom assignments. Manual scheduling methods require enormous amounts of time and resources to deliver results of questionable quality, and multiple course and classroom conflicts usually occur. This article presents a scheduling system implemented in a Web environment. This system generates optimal schedules via an integer-programming model. Among its functionalities, this system enables direct interaction with instructors in order to gather data on their time availability for teaching courses. The results demonstrate that significant improvements over the typical fully manual process were obtained.

1. Introduction

For decades, higher educational institutions have relied on computer-based systems to support a wide range of administrative functions such as course registration, student record management and storage, and personnel and financial management. The use of such systems has significantly improved these institutions' organizational agility, allowing them to achieve and maintain a considerable degree of administrative and operational efficiency.

A basic recurring process in colleges and university administration is the generation of timetables for course offerings. In its simplest form, this course scheduling process assigns each course to a time slot and a classroom subject to a series of requirements and constraints [28]. These conditions typically include the type and size of the required classroom, instructor time availability, and the avoidance of timetable conflicts for courses students are required to take in the same semester, in addition to any other conditions relating to specific objectives that have been defined by the institution administrators. The scheduling problem created by such a set of circumstances clearly poses an interesting intellectual challenge.

Given the combinatorial nature of the problem and its computational complexity, which has been categorized as NP-hard, manual solution approaches based on trial and error are naturally considered to be inefficient in scenarios with large numbers of courses and classrooms [19]. In real applications, the methods used must address not only the computational complexity but also a series of interconnected factors that vary over time, such as the instructors' time preferences, course prerequisites, and the creation of new courses and study programs.

The problem of generating course schedules and classroom assignments is by no means a new one, having been studied extensively in the literature and addressed through various solution approaches based on operations research [17,27]. In practice, however, only a small number of these studies have been implemented as decision support systems (DSS). A series of interconnected factors underlie this dearth of real-world applications, including organizational resistance to change and the adoption of new technologies [4], organizational attitudes and lack of commitment [11], negative perceptions of the systems' user-friendliness [25], the degree of problem difficulty supported by the DSS [12,13], the need for a multi-disciplinary work team to perform system-related tasks [1,11,26], as well as the required levels of users' experience [22,24], training [12] and participation in the development of the system [11,26].

The present article describes a scheduling decision support system that is based on a Web architecture called udpSkeduler. It was implemented in the Faculty of Engineering (hereafter referred to as “the
Facility”) at Universidad Diego Portales (UDP) in Santiago, Chile, where it has generated a series of benefits that will be described in the following sections. The system uses an integer-programming model in order to define optimal schedules, which simultaneously incorporates all of the problem’s requirements and constraints, as well as any additional objectives that are set by the Faculty Board of Directors. Further benefits of the udpSkeduler implementation include a reduction in the time that is required for scheduling due to process automation, improvement in schedule quality with fewer human errors and timetable conflicts, the ability to easily and quickly explore and analyze multiple scenarios through a user-friendly interface, and a reduction in work load for planning staff, which frees them for other tasks.

The structure of this article is as follows. Section 2 reviews the literature regarding the role of computer-based support systems in course schedule decision-making at educational institutions. Section 3 introduces the Faculty’s timetabling problem and the various stages of the course scheduling process. Section 4 describes the udpSkeduler system and its constituent modules. Section 5 presents the results of the implementation, focusing on quantitative evidence of the improvements that are provided by the system. Finally, Sections 6 and 7 discuss the computational experiments that were conducted with the system and present our conclusions.

2. The importance of computer-based systems based on mathematical models in higher education course scheduling

Decision support systems based on mathematical programming models have been supporting course-scheduling processes for more than two decades [3]. The most commonly used solutions employ linear and integer programming techniques. The study by [7], a seminal work in this area, offers a theoretical analysis of a series of optimization problems that have inspired a variety of real-world problem applications. Solution approaches that are built around integer programming are presented in several studies such as [5,6,8,20,21]. Most of these works propose models in which the individual weekly sessions for each course are separately assigned, and the time slot configuration conditions are imposed by applying constraints. In the model to be presented here, the course sessions are assigned simultaneously to a single pattern made up of two components: a set of time slots and a classroom.

Indeed, most of the above-mentioned studies concentrate on the theoretical development and do not analyze an actual computer-based implementation; however, some researchers have integrated their solution approaches into practical applications by including decision support systems for the timetabling process. In 1989, [3] developed a computer-based system for a scheduling problem at an adult education institute that delivers initial solutions with relatively few course conflicts in a matter of minutes which can then be manually fine-tuned. They report that this iterative process produces a satisfactory schedule in no more than an hour.

In 1993, Johnson [16] implemented a computer-based scheduling system at the Loughborough University Business School that efficiently manages course information through a range of queries to a database. One of the principal benefits for the School has been the greater standardization of the process, which has been completely automated. Similar benefits are achieved in the system we propose here through partial structuring and automation of the process and the efficient management of information by means of database filters. These filters organize the information to fit the structure of the pattern assignment variable in the integer programming model, mapping the patterns within a reduced solution space and eliminating all a priori infeasible combinations.

A computer-based system that was implemented by Ferland and Leurent in 1994 [9], known as SAPHIR, adopts a heuristic approach to solve an integer-programming model, and provides an interactive optimization procedure that is similar to that in [3].

Stallaert [28] developed a computer-based course scheduling system for Anderson School of Management at the University of California at Los Angeles (UCLA) that generates schedules in two stages. The first stage exclusively deals with the core courses whereas the second schedules all of them. This allows the system to generate multiple versions of the core course schedule reflecting different criteria. A sensibility analysis can then be conducted and the best version can be chosen, with the end result being a better overall schedule. The method also integrates information management and report-generating functions that facilitate the process of fine-tuning the timetables.

Another decision support system for course scheduling, known as SlotManager [10], follows an approach that was originally designed by Liang et al. [18] by using a three-component structure that consists of interfaces, databases, and an optimization model. This system features a user-friendly interface and functionalities for obtaining information on course registrations, available classrooms, and course characteristics. The general structure of our udpSkeduler system is derived from this work but includes an additional module that supports direct interaction with the teaching staff, capturing instructors’ time availability for giving classes and related preferences.

Dimopoulou and Miliotis [8] report on a computer-based system that was developed at the Athens University of Economics and Business that utilizes both a mathematical programming model and heuristic procedures in order to arrive at definitive course and examination schedules. The system is structured around five modules: a data module that manages information, a control system module that includes the user interface and generates data to be fed to the models, an optimization module that solves the mathematical programming model and executes the heuristics, a report generating module that reports on class timetables for use in decision-making, and an evaluation module that examines the quality of the generated schedules. According to the authors, this system provides better timetables for the students, a better use of classrooms, and a satisfaction of instructors’ time preferences.

In 2002, Hinkin and Thompson [14] describe a computer-based system they developed, known as ScheduleExpert, that uses an integer-programming model to generate course schedules for Cornell University’s School of Hotel Administration. The principal benefits of this system are that it defines schedules that meet the objectives of the institution’s governing body and reduces the time that is needed to produce them. In particular, it eliminates timetable conflicts between required core courses and certain sets of elective courses while, at the same time, minimizes conflicts between certain electives. Finally, this model also supports instructor course assignment decisions.

Miranda [19] presents a computer-based system named eClasSkeduler for courses that are given by the Executive Education Unit at the Universidad de Chile. Because of the way courses are taught by the Unit, with different course startup dates and varying course durations, the problem the system must solve requires that each week be individually and simultaneously scheduled. It therefore departs considerably from the problem addressed in the present work in which a single weekly schedule is replicated for an entire semester. Furthermore, although eClasSkeduler uses a course pattern assignment variable, the pattern structure differs from the one to be used here in that the former is defined by three components: a set of time slots, a classroom and a period of consecutive weeks over which the course is taught. As for the reported benefits of eClasSkeduler, they include a reduction in off-site classroom rental costs, fewer course conflicts, and efficient classroom use.

Finally, we note that all of the surveyed papers of Schaerf [27] and Lewis [17] clearly illustrate the significant benefits of incorporating computer-based systems into the decision-making process for course scheduling.
The \textit{udpSkeduler} contains three important elements that distinguish it from the systems discussed above. The first element has to do with systematizing the capture of instructors’ time availabilities for giving classes and associated preferences through a user-friendly interface. The interface allows instructors to interact directly with the system, thus streamlining the process of inputting this key information. The second element is the formulation of an integer programming model with decision variables based on the assignment of courses to patterns for the scheduling problem of an institution’s undergraduate programs. Finally, the third distinguishing element is the efficient management of the database storing the system input information.

3. The research problem

The Faculty at UDP offers four undergraduate programs: industrial engineering, computer and telecommunications engineering, civil engineering, and civil engineering technology. The first three academic programs are normally completed in 12 semesters and the fourth program in 10. Each engineering program requires the students to take a relatively rigid set of courses that are distributed over the duration of the program according to curricula that define which courses must be offered in each semester and which courses must not be scheduled in the same time slots. Many of the courses are common to more than one curriculum, thus increasing the potential for time conflicts that must be avoided.

Approximately 300 courses must be scheduled each semester. The various sessions (classes) of a single course may be of three types: lectures, laboratory classes and tutorials (recitations), the third stage of which is given on different days at the same time; 2) two sessions, given on different days at the same time; 3) two consecutive sessions given on a single day; and 4) three sessions, given on three different days at the same time. The sessions for courses following the fourth configuration may be held either on Mondays, Wednesdays, and Thursdays or Tuesdays, Wednesdays, and Fridays.

An interesting element that contributes to the complexity of the problem is that certain multisession courses must alternate between different classroom types. For example, a physics course might have one session in a typical classroom for theory lectures, whereas the second session is held in a laboratory for conducting experiments.

The Faculty’s infrastructure consists of 45 classrooms; however, the number that is actually available for courses changes from semester to semester because of the various nonteaching activities such as, seminars, conferences, and workshops, which compete for the use of space. There are five types of classrooms: lecture rooms, physics labs, computer labs, civil engineering labs, process simulation labs, and auditoriums. These spaces may be further differentiated by size and installed equipment.

There are 270 instructors on the Faculty’s staff, who are categorized by their full-time or part-time status. Part-time instructors are well-known practitioners from industry who give professionally oriented courses whereas full-time instructors are devoted to teaching and research. Both the number of instructors and their time availabilities vary from semester to semester.

Before the implementation of \textit{udpSkeduler}, the course scheduling process was handled by a team of three planners who generated the timetables and a coordinator who exclusively worked on assigning classrooms. The previous scheduling process was manual and used the schedule from the previous semester as a base format. Errors were frequent, causing numerous scheduling conflicts that were primarily caused by a tendency to assign too many courses to the same time slots, thus, overwhelming the supply of available classrooms. As a result, some courses had to be assigned to external (off-site) classroom space, which presented an awkward situation that led to a series of administrative headaches.

3.1. The scheduling process and course registration

The scheduling process for a given semester consists of a series of stages that involve the interaction of all of the Faculty’s departments and other academic units. The first stage is devoted to gathering all of the information that is needed to decide the schedules. It begins with the identification of the available classrooms and the courses that will be offered that semester. Then, for each course, the corresponding academic unit specifies the technology and classroom requirements and the instructors’ time availabilities. An estimate of course demand is also made using a procedure that is based on historical registration data and failure rates.

Once all of this information has been collected, the process enters the second stage. Here, a set of preliminary schedules is compiled. Each academic unit’s schedule planner independently defines the schedules for that unit’s courses, incorporating the information on each instructor’s time availability. The three planners (one for each program, with civil engineering and engineering technology are considered to be a single unit) and the coordinator frequently meet in order to harmonize their respective schedules, eliminating any classroom “double-bookings” or timetable conflicts for courses that are common to more than one program grid. Most of these scheduling inconsistencies are due to the non-centralized nature of the decision-making process.

The objective of the third stage is to capture the real demand for each course. The preliminary course schedule is published and students register in the various offerings during a four-day registration period. This is followed by the fourth stage, in which a new and definitive classroom assignment is conducted. All four stages in the timetabling process are shown in Fig. B.1. Stages II and IV are automated by \textit{udpSkeduler}, as described in the next section.

4. Description of the system

\textit{udpSkeduler} is a decision support system that is based on mathematical programming models [18]. Built in a Web environment, it generates optimal course schedules by taking into account all of the constraints and internal Faculty policy objectives.

The \textit{udpSkeduler} architecture consists of five main modules, which are depicted in Fig. B.2. The first is the user interface module, which is a mechanism for checking and adjusting the system’s parameters and options and for managing information. Through this interface, the user can define the program grids and specify each course’s characteristics in terms of its technology and infrastructure requirements. Various reports relating to student record management can also be generated.

The second module is the data input module, which stores all of the information that is necessary for generating the course schedules in a relational database. Some examples of these data are instructor time availability, classroom type, program grids, and course characteristics. The schedules for previous semesters are also stored here. Various filters are provided that quickly discard infeasible assignments, thus reducing the computation time that is required to find a solution. One of the filters prevents a course from being assigned to a classroom with insufficient seating capacity, whereas another filter prevents a course from being assigned to a time slot that is outside of the instructor’s time availability. Fig. B.3 depicts the structure of the database with its main tables.
The third module is the time availability module. As one of the most important elements of the udpSkeduler system, it supports interaction between the instructors and the Faculty's planners. Through a user-friendly interface that can be accessed via the Internet, instructors can enter their personal accounts and specify their time availability. As can be seen in Fig. B.4, the interface for an account displays a table that represents the various time slots. The slots for which the instructor has already indicated availability are displayed in green, and the currently selected ones are shown in red. Timetable preferences can be expressed by ordering the slots by priority from the most preferred to the least preferred (see the dashed-line box in Fig. B.4). If they wish, instructors can also indicate that they have no preferences.

The fourth module is the optimization module, which contains the code for the integer-programming model. The model is solved using the CPLEX software package [15]. Finally, the fifth module is the report model, which produces a series of management reports after each execution of the optimization module. These reports present a series of indicators for evaluating the schedules that have been generated by the module, such as the average classroom use, the number of classrooms available for each course session, and course conflicts, as well as model indicators, such as the objective function value, the number of variables and constraints, and the solution computation time.

4.1. The optimization model

The integer-programming model (see Appendix A) assigns each course a unique timetable pattern defined by a vector that contains two components, one representing a set of time slots (one for each session) and the other representing a classroom. For example, if course c is assigned the pattern (Monday.A–Thursday.A, FDI315), it will be given on Mondays and Thursdays in slot A, and both sessions will be held in room FDI315. A binary variable $x_{cp}$ is defined to take the value of 1 if course c is assigned to pattern p, and is 0 otherwise. This use of binary decision variables to assign a course to a unique pattern differentiates the model from those that use binary variables for assigning each course session to a time slot and constraints requiring the individual sessions to be given in predefined sets of time slots [5,6,9,20,28].

The advantage of a pattern-based formulation is that its linear relaxation is tighter [21], thus facilitating the solution of the model by commercial solver packages such as CPLEX [15]. The greater tightness is due to the fact that for each linear relaxation solution, an equivalent solution can be constructed that assigns individual course sessions. This relationship does not necessarily work both ways, however, as there exist feasible solutions of the model relaxation that assign sessions but which have no equivalent solutions for the pattern-based model. As an example, if we consider the solution of the linear relaxation of the model in which the variable that assigns course course c to pattern (Monday.A–Thursday.A, FDI315) takes a value of 0.7, the equivalent solution for the relaxation of the individual course session model is constructed by assigning the same value to the variables that assign each session. In other words, a value of 0.7 is assigned to both the variable that assigns course c to slot (Monday.A) and classroom FDI315 and the variable that assigns course c to slot (Thursday.A) and classroom FDI315. If, on the other hand, we consider a fractional solution of the individual session model in which the variable that assigns course c to slot (Monday.A) and classroom FDI315 takes a value of 0.7 while the variable assigning course c to slot (Thursday.A) and classroom FDI315 takes some other value such as 0.2, no equivalent solution for the linear relaxation of the pattern-based model can be found.

For each course c, a feasible pattern set exists within the total set of patterns. A feasible pattern for a given course is one for which the previously assigned instructor has time availability and the number of registrants is less than or equal to the classroom capacity. The definition of the feasible pattern subset is determined using the database filters, and the total number of feasible patterns may exceed 100,000 in some cases. For larger instances, however, explicit generation of the set of feasible patterns will produce too many sets and the problem will not be computationally solvable. To address such situations, a dynamic pattern generation approach could be employed by implementing a branch-and-price algorithm [2].

The model’s objective function contains five terms that represent the various criteria of concern to the Faculty – see Eq. (A.1) in the appendix. The first term attempts to minimize the use of the Faculty’s auditoriums. The second term minimizes the assignment of tutorial sessions outside the preferred times, reflecting the internal Faculty policy of scheduling all tutorials to the best possible extent on a single day of the week. The third term minimizes the number of timetable conflicts in order to ensure more flexibility for students who are repeating courses or taking courses ahead of the normal program grid sequence. The fourth term minimizes the number of external classrooms. Finally, the fifth term attempts to maximize the sum of the time preferences that have been entered by instructors in the time availability module. Each indicated preference is weighted by a parameter that assigns a value of 10 to the most preferred time slots and 1 to the least preferred. A value of 1 is assigned when an instructor indicates no preference.

The following constraints are included in the model: each course must be assigned a unique pattern, no courses taught by the same instructor may conflict, no classrooms may be assigned to more than one course in the same time slot, and no courses that are normally taken in the same semester (according to the program grid) may conflict; however, in practice, timetable conflicts cannot be completely eliminated, so they are penalized by the third term of the objective function.

5. Results of the implementation

In this section, we review the results of the Faculty’s use of udpSkeduler. The system was implemented in two phases over the two semesters of 2010. The last entirely manual scheduling process, which was conducted for the second semester of 2009, will be our point of comparison. Table B.1 summarizes the elements that were involved in the analysis of the system’s effectiveness. Table B.2 describes the performance indicators that were used to compare the qualities of the schedules that were generated for the three semesters.

In the first phase of udpSkeduler application (semester 2010-01), the course timetables were defined by the Faculty’s planners using the traditional manual procedure, with udpSkeduler employed only to automate the assignment of classrooms in the final stage (Stage IV) of the process (see Fig. B.1). In the second phase (semester 2010-02), on the other hand, udpSkeduler was utilized to define both the course timetables and the classroom assignments, thus automating Stage II as well as Stage IV.

Table B.3 presents the results for the three semesters of our comparative analysis as measured by the aforementioned performance indicators. The results demonstrate that the udpSkeduler system produces substantial improvements over the fully manual approach. Furthermore, they show that the amount of improvement grows with the degree of involvement of the system in the scheduling process.

More specifically, a comparison of Case 1 to Case 2 (the last fully manual schedule and the first phase of udpSkeduler implementation, respectively) indicates that udpSkeduler generated a more efficient classroom assignment. One of its primary successes was to reduce the number of courses for which weekly sessions were assigned to more than one classroom; the incidence of such situations decreased from 49 to 0 (32% of the total) when using udpSkeduler instead of manual scheduling. In addition, the use of auditoriums decreased from 8 to 5 and the use of external classrooms decreased from 17
to 11; however, because udpSkeduler's involvement was confined to Stage IV, the timetables themselves were still defined manually without regard to classroom availability, and the complete elimination of auditorium and off-site space utilization was not possible. Thus, in certain time slots, classrooms double-booking did occur. As for the improvements in non-preferred tutorials and course conflicts, these were achieved by better course scheduling by the Faculty’s planners.

If we now compare Case 1 (fully manual) to Case 3, the second phase of the udpSkeduler implementation, in which its use was extended to two stages (II and IV) of the scheduling process, further significant improvements in the performance indicators are evident. The use of auditoriums was completely eliminated, no course had sessions that were assigned to more than one classroom and no external classrooms were needed. This last result was the most important one, because Faculty planners had not managed to assign all courses to rooms on site since 2008. As for the other indicators, non-preferred tutorial times were reduced from 11 to 3, and course conflicts were cut from 21 to 6. These outcomes demonstrate that centralizing decision-making can achieve global optima, with highly efficient assignments of infrastructure resources.

6. Discussion of results

Each of the terms in the optimization model's objective function is weighted by order of importance. The weights themselves were directly decided by the Faculty Board members. The most important objective is the minimization of external classroom use, followed by the minimization of timetable conflicts and then the minimization of auditorium use. The minimization of non-preferred tutorial times and of instructor time preferences was, respectively, fourth and fifth in the importance ordering. The definitive objective function was, therefore, a weighted sum of the objectives that were established by the Faculty Board. The final schedules were validated and approved by the Board, thus completing the integration of the udpSkeduler system into the overall schedule generation process.

The process of finding the best configuration for the objective function weights was not explored in this study. Various studies have suggested methodologies determining the optimal objective function weights [23,29], and this continues to be a fertile area for additional research and improvement. The present authors intend to pursue this line of inquiry in future work.

7. Conclusions

A Web-based, course-scheduling and classroom-assignment system using an integer-programming model was developed for the Faculty of Engineering at Universidad Diego Portales. Known as udpSkeduler, the system has generated satisfactory course timetables and classroom space assignments on the Faculty's site. The schedules and assignments have fulfilled policy goals such as the use of the same classroom for each weekly session of every course, the elimination of the need for external classroom rentals and an end to courses given in Faculty auditoriums.

The results of the udpSkeduler implementation demonstrate that integration of the system into the course scheduling process has led to multiple benefits. First, the time required for certain stages of the process was significantly reduced from weeks to a couple of hours. Second, certain stages of the process were successfully automated. Third, course timetable conflicts and other human errors generated by the previous manual process were eliminated. Fourth, the system's mathematical programming model can analyze a large number of solutions and find the optimal solution. Fifth, multiple scenarios can be quickly and simultaneously evaluated in terms of several different objectives by means of simple variations in the system parameters, thus reducing uncertainty in the scheduling decisions and allowing contingency plans to be generated. Sixth, at the organizational level a new communication channel was created between Faculty instructors and planners that accelerates and simplifies the exchange of information, especially in regard to instructor time availability and timetable preferences. Finally, the rapidity of the scheduling process using udpSkeduler has allowed planners to devote more time to revising and fine-tuning definitive schedules and other tasks.

Acknowledgments

The authors would like to thank academic and administrative staff members Alejandro León, Claudia Salgado, Claudio Gutiérrez, Ximena Geoffroy, Sheylla Pinto, and Beatriz Pezoa for their assistance in gathering and validating the information that was used in this study. They also owe a debt of gratitude to Pablo Morales for his contribution to building the udpSkeduler system interfaces and data models.

This project was partially financed through funds granted by the Faculty of Engineering at Universidad Diego Portales. The first author is grateful for the financial backing received from the Millennium Science Institute “Complex Engineering Systems” (ICM: P-05-004-F), which is a center of research excellence that is supported by government funding.

Appendix A. The mathematical model

We began our exposition of the model by defining and explaining the necessary notation. The set of courses is denoted as \( C \), the set of classrooms is denoted as \( S \), the set of instructors is denoted as \( I \), the set of total time slots is denoted as \( T \), a feasible set of timetable patterns is denoted as \( P \) and the set of such patterns for a given course \( c \in C \) is denoted as \( P(c) \).

A timetable pattern (hereafter simply “pattern”) is a vector containing two components, one representing a set of time slots and the other a classroom where the sessions (classes) of a course are to be given. A feasible pattern \( p \) for a course \( c \in C \) is one that satisfies the following conditions:

1. The classroom capacity is high enough to accommodate the number of students in the course.
2. The classroom is of the right type for the course (all classroom spaces are classified into lecture rooms, various types of laboratories and auditoriums).
3. The set of time slots follows the weekly time slot configuration defined for the course.

There are two types of course sessions, lectures and tutorials (the former including lab classes), which may be scheduled according to different patterns. Of the three sets of decisions variables in the model, the first two are binary and are activated if the lectures or tutorials of course \( c \in C \) are assigned to pattern \( p \in P \). More specifically, for each \( c \in C \) and pattern \( p \in P \) we define the following variables:

\[
x_{cp} = \begin{cases} 
1 & \text{if course } c \text{ lectures are scheduled according to pattern } p, \\
0 & \text{otherwise.} 
\end{cases}
\]

and

\[
y_{cp} = \begin{cases} 
1 & \text{if course } c \text{ tutorials are scheduled according to pattern } p, \\
0 & \text{otherwise.} 
\end{cases}
\]

The third set of decision variables contains non-negative integer counter variables that register the number of timetable conflicts among groups of courses students are required to take in the same semester. The set of these course groups is denoted as \( R \). For each group \( r \in R \) we define a counter variable \( z_{rt} \), that registers the number of timetable conflicts among the courses in that group for time slot \( t \in T \).
The foregoing notation and other considerations are reflected in the final specification of the integer programming model, which is written as follows:

\[
\min \ z = C_1 \sum_{p \in P(\text{aud})} \sum_{c \in C} x_{cp} + C_2 \sum_{p \in \text{NM}} \sum_{c \in C} y_{cp} + C_3 \sum_{t \in T} \sum_{r \in R} z_{rt} \\
+ C_4 \sum_{p \in \text{P(ext)}} \sum_{c \in C} (x_{cp} + y_{cp}) - C_3 \sum_{l \in L} \sum_{c \in C(l)} \sum_{p \in \text{P}(c)} g_p x_{cp} \tag{A.1}
\]

s.t.

\[
\sum_{p \in \text{P}(c)} x_{cp} = 1 \quad \forall c \in C, \tag{A.2}
\]

\[
\sum_{p \in \text{P}(c)} y_{cp} = 1 \quad \forall c \in C, \tag{A.3}
\]

\[
\sum_{c \in C(l) \in U(c,l)} x_{cp} \leq 1 \quad \forall l \in L, t \in T, \tag{A.4}
\]

\[
\sum_{c \in C(l) \in U(c,l)} x_{cp} + \sum_{c \in C(l) \in U(c,l)} y_{cp} \leq 1 \quad \forall s \in S, t \in T, \tag{A.5}
\]

\[
\sum_{c \in C(l) \in U(c,l)} x_{cp} + \sum_{c \in C(l) \in U(c,l)} y_{cp} \leq 1 \quad \forall c \in C, \tag{A.6}
\]

\[
\sum_{c \in C(l) \in U(c,l)} x_{cp} + \sum_{c \in C(l) \in U(c,l)} y_{cp} \leq 1 + z_{rt} \quad \forall t \in T, r \in R. \tag{A.7}
\]

The objective function of the model is given by Eq. (A.1). The five terms in the function represent five different objectives. The first one minimizes the use of auditoriums in the course schedules. For this purpose we define the set \(P(\text{aud})\) to contain all of the patterns that use an auditorium as a classroom. The second term in the function minimizes the assignment of tutorials outside of the preferred time slots. The set of non-preferred slots is denoted \(\text{NM}\). The third term in the function minimizes the number of timetable conflicts within each course group \(r\). The fourth term minimizes the use of external classrooms. The set of all patterns assigning an external classroom is denoted \(P(\text{ext})\). Finally, the fifth term maximizes the sum of the instructor time preferences over all Faculty instructors. The parameter \(g_p\) defines the time preference of instructor \(l\) for pattern \(p\) and the set of courses taught by instructor \(l\) is denoted \(C(l)\). Each objective function term has a coefficient that reflects its importance relative to the other terms. The values for these coefficients were defined by the Faculty Board.

Constraints in Eqs. (A.2) and (A.3) respectively impose that for each course \(c \in C\), the lectures and tutorials are scheduled using a single pattern. This ensures that every course is or will be assigned a set of time slots and a classroom. The second set of constraints is expressed by Eq. (A.4). It attempts to avoid instructor time conflicts by prohibiting the assignment of more than one lecture to an instructor in a single time slot. Note that this constraint set does not apply to teaching assistants (responsible for tutorials and lab classes), who are not chosen until after the final timetable schedules are generated. The third set of constraints is defined by Eq. (A.5). Its role is to prevent the assignment of a classroom more than once to the same time slot. The set of feasible patterns for course \(c \in C\) that assigns classroom \(s \in S\) to time slot \(t \in T\) is denoted \(Q(c,s,t)\). The fourth set of constraints is given by Eq. (A.6). It imposes that the lectures and tutorials for course \(c \in C\) may not be assigned to the same time slot \(t \in T\). The set of feasible patterns for course \(c \in C\) that contain time slot \(t \in T\) is denoted \(U(c,t)\). The fifth and last set of constraints is specified by Eq. (A.7). It imposes that to the extent possible, the courses students are required to take in the same semester are not scheduled in the same time slot \(t \in T\). If such a conflict cannot be avoided, the \(z_{rt}\) term in the objective function is activated and penalized.

Appendix B. Tables and figures

Fig. B.1. The four stages of the course scheduling process.
Fig. B.2. General architecture of the udpSkeduler system.

### Table B.1
Characteristics of the three analyzed semesters.

<table>
<thead>
<tr>
<th>Semester</th>
<th>Case 1</th>
<th>Case 2</th>
<th>Case 3</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>2009-2</td>
<td>2010-1</td>
<td>2010-2</td>
</tr>
<tr>
<td>Classrooms</td>
<td>45</td>
<td>44</td>
<td>44</td>
</tr>
<tr>
<td>Courses</td>
<td>267</td>
<td>315</td>
<td>285</td>
</tr>
<tr>
<td>Course sessions</td>
<td>738</td>
<td>867</td>
<td>754</td>
</tr>
<tr>
<td>Instructors</td>
<td>248</td>
<td>259</td>
<td>255</td>
</tr>
</tbody>
</table>
Fig. B.3. Architecture of the udpSkeduler database.

Table B.2
Scheduling performance indicators.

<table>
<thead>
<tr>
<th>Performance indicator</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>Use of auditoriums</td>
<td>Number of courses that are assigned to a Faculty auditoriums</td>
</tr>
<tr>
<td>Use of external classrooms</td>
<td>Number of courses that are assigned to external classrooms</td>
</tr>
<tr>
<td>Non-preferred tutorials</td>
<td>Number of courses with tutorials that are outside of preferred times</td>
</tr>
<tr>
<td>Different classrooms</td>
<td>Number of courses with sessions that are assigned to different classrooms</td>
</tr>
<tr>
<td>Course conflicts</td>
<td>Number of conflicts between courses that are normally taken in the same semester according to the program grid</td>
</tr>
</tbody>
</table>
Table B.3
Number of undesirable situations in semester course schedules.

<table>
<thead>
<tr>
<th>Performance indicator</th>
<th>Semester</th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Case 1</td>
<td>Case 2</td>
<td>Case 3</td>
<td></td>
</tr>
<tr>
<td></td>
<td>2009-2</td>
<td>2010-1</td>
<td>2010-2</td>
<td></td>
</tr>
<tr>
<td>Use of auditoriums</td>
<td>8</td>
<td>5</td>
<td>0</td>
<td></td>
</tr>
<tr>
<td>Use of external classrooms</td>
<td>17</td>
<td>11</td>
<td>0</td>
<td></td>
</tr>
<tr>
<td>Non-preferred tutorials</td>
<td>11</td>
<td>8</td>
<td>3</td>
<td></td>
</tr>
<tr>
<td>Different classrooms</td>
<td>49</td>
<td>0</td>
<td>0</td>
<td></td>
</tr>
<tr>
<td>Course conflicts</td>
<td>21</td>
<td>13</td>
<td>6</td>
<td></td>
</tr>
</tbody>
</table>

References


Jaime Miranda is an Academic of the Department of Management Control and Information Systems at the Universidad de Chile. He has a Bachelor’s degree in Industrial Engineering and a Master in Operations Management at the Universidad de Chile. Currently he is a PhD candidate for the program of Complex Engineering Systems at the same University. Jaime Miranda’s research interests include: scheduling the timetables of the different courses of the Faculty, sports programming, staff and location and vehicle routing problems. Professor Miranda designed and implemented the computer-based information system DSS (Decision Support Systems) in various companies and universities in Chile.

Pablo A. Rey is an Assistant Professor in the School of Industrial Engineering at the Universidad Diego Portales in Chile. He has a Bachelor’s degree in Mathematics from the Universidad Nacional de Córdoba in Argentina and a PhD degree in Electrical Engineering from the Pontificia Universidad Católica de Chile. He has a vast consulting experience beside participating in the development of computing systems in the areas of operations, logistics and simulation. Furthermore, he is an Academic of the Department of Industrial and Systems Engineering at the Pontificia Universidad Católica de Chile. Professor Rey has been an Academic in the Department of Industrial and Systems Engineering at the Pontificia Universidad Católica de Chile. Professor Robles has a vast.