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Does self-regulation work?

Experimental evidence of the

reputational incentives of

Self-Regulatory Organizations

José Luis Limaa and Javier Núñezb,*
aEconomics Department and Intelis, University of Chile, Santiago, Chile
bEconomics Department, University of Chile, Santiago, Chile

Self-regulation (SR) is a common way of enforcing quality in markets
(such as banking, financial services and several professions) and in a
variety of public and private organizations. We provide experimental
evidence of the reputational incentives of self-regulatory organizations
(SROs) to publicly disclose versus cover-up fraud in an incomplete
information environment. We find that observed behaviour is generally
consistent with Bayesian equilibrium when subjects are informed about
the relative likelihood of fraud detection by a ‘vigilant’ versus a ‘lax’ SRO
type. In particular, a fraud disclosure equilibrium is supported when
subjects are informed that the ‘vigilant’ SRO is more likely to detect
fraud; otherwise, a cover-up equilibrium is supported. However, when
subjects are not informed about the relative likelihood of fraud detection
by the SRO types (as expected in real SR situations), no equilibrium is
strongly supported. Our results suggest that in practice, the reputation-
based incentives for effective SR may be inherently ambiguous and weak.

Keywords: self-regulation; Self-Regulatory Organizations; credence
goods; quality regulation

JEL Classification: C90; D18; D82; L15; L84

I. Introduction

Self-Regulation (SR) exists in several industries
worldwide with the purpose of preventing fraud and
malpractice.1 SR is found for example in banking and

financial services, enforcement of pollution and
emissions standards and in many collegiate profes-
sions such as the legal profession, medicine, account-
ing and auditing.2 SR is also in place in diverse
institutions and organizations, such as political

*Corresponding author. E-mail: jnunez@fen.uchile.cl
1 Several market forces may mitigate fraud and malpractice. See, for example Dulleck and Kerschbamer (2006),
Emons (1997), Wolinsky (1993) and Taylor (1995).
2 Some examples of SR in banking and financial services are found in Yue and Ingram (2012), Omarova (2011). For a
description of SR in collegiate professions, see, for example Stephen and Love (1999), Wallace et al. (2000) and Casterella
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parties, religious organizations and public agencies.
In spite of its widespread prevalence in markets and
nonmarket institutions, SR has received limited
attention from researchers, and therefore, little is
still known about the incentives under which SR
may effectively work.3 This is a relevant underex-
plored issue since SR has often been questioned as a
credible or reliable way of preventing fraud and
malpractice.4 In this context, this article examines
from an experimental perspective the reputation-
based incentives of self-regulatory organizations
(SROs) for publicly disclosing the fraud perpetrated
by their members. We focus on reputation-based
incentives because, as the literature suggests, SR is
often found in markets and institutions that deliver
credence goods (whose quality is hardly observable
by experience or search),5 and thus the main incen-
tive for effective SR arises from the (alleged) private
benefits of building a reputation for enforcing high-
quality standards.6

We claim that an experimental approach to study
and inform about the reputational incentives of SR is
important because empirical (or field) research on
SROs behaviour may be constrained by the fact that
quality is often nonobservable, and therefore, fraud
may often go undetected by researchers, more so in
credence-good contexts.7 Experimental evidence on
SR is also important because both theoretical and
applied research suggest that SROs often face conflict-
ing reputation-based incentives for enforcing quality
and disclosing fraud to the public (Núñez, 2001, 2007;
Carson, 2003; DeMarzo et al., 2007).
More specifically, in Núñez (2001, 2007) (which

we follow in particular), the conflicting reputational
incentives of SR arise because disclosure of fraud
would yield a reputational gain to the SRO if it is
interpreted by the public as a sign of a ‘vigilant’ SRO,
but it may also signal a ‘lax’ (low-vigilance) SRO in

which there is widespread underlying fraud as a result.
It turns out that both interpretations have theoretical
(Bayesian) rationale depending on the public’s beliefs
regarding the relative likelihood of fraud detection by
the ‘vigilant’ versus the ‘lax’ SRO type: the optimistic
interpretation about an SRO’s type requires the public
to believe that the ‘vigilant’ SRO is more likely to
detect fraud than the lax SRO type; otherwise, the
pessimistic interpretation prevails. However, it is not
clear whether a vigilant or a lax SRO should empiri-
cally be more or less likely to detect fraud because the
underlying level of fraud is endogenously decreasing
in the degree of vigilance. Consequently, a vigilant
SRO may in principle be more or less likely to detect
fraud than a lax SRO type, depending on the func-
tional form of the fraud detection probability (a func-
tion of both fraud and vigilance levels). This
theoretical ambiguity arising from the two opposite
yet plausible interpretations of fraud disclosure and
cover-up by the public is the key to understanding the
strength of reputational incentives for effective SR. In
this context, in this article we study experimentally
whether (and under what conditions) SROs either
disclose or cover-up evidence of fraud and how con-
sumers interpret and react to both events.
For this purpose, we perform an experiment in an

incomplete information/credence-good context that
resembles the signalling strategic environment out-
lined above. We develop a simplified version of the
models of Núñez (2001, 2007), which is more suita-
ble for experimental testing, and from which explicit
testable implications are derived. The simplified
model (and the experiment) has two players: the
‘Public’ and an SRO that can be of two possible
types: a ‘High-vigilance/low-fraud’ type or a ‘Low-
vigilance/high-fraud’ type. These SRO types are
intended to capture in reduced form the equilibrium
levels of vigilance and fraud arising from the

et al. (2009) for legal, accounting and auditing professions, respectively. Examples of SR in enforcement of emissions and
pollution standards are found in Gamper-Rabindran and Finger (2013) and Lenox and Nash (2003).
3However, some authors have studied the role of SR in enhancing market power. See, for example DeMarzo et al. (2005)
and Shake and Sutton (1981).
4 See, for example Yue and Ingram (2012), Wallace et al. (2000), Carson (2003), Lenox and Nash (2003) and
Núñez (2001, 2007).
5Darby and Karni (1973) define ‘credence’ goods and services as those whose qualities are expensive to observe or judge
even after purchase. For example, Stephen and Love (1999) observe that legal services are credence goods for most clients,
who are usually less informed about the nature of legal problems than lawyers.
6 See, for example Yue and Ingram (2012), Wallace et al. (2000) and Lenox and Nash (2003), who observe that effective
enforcing of high-quality standards requires monitoring the quality delivered by SRO members and imposing effective
sanctions on those members that breach self-regulation.
7 See, for example Knechel et al. (2013) for a discussion of challenges and limitations of the existing empirical work about
the effectiveness of self-regulation in enhancing quality in auditing.
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D
ow

nl
oa

de
d 

by
 [

T
el

da
n 

In
c]

 a
t 1

0:
48

 2
4 

A
ug

us
t 2

01
5 



strategic interaction between the SRO and its mem-
bers in a context where SROs differ in their vigilance
cost or technology, as in Núñez (2001, 2007). After
privately observing its assigned type, the SRO either
exogenously detect or does not detect fraud, with a
type-dependent exogenous probability. If fraud is
detected, the SRO decides whether to disclose it to
the public or cover it up. The Public must express its
opinion regarding the SRO’s type after observing
either disclosure or the absence thereof. The Public
gets a positive payoff if its opinion matches the true
SRO type, and gets zero otherwise. The SRO gets a
higher payoff when the Public believes (correctly or
not) that the SRO is the high-vigilance-low-fraud
type. We show that in this model, a disclosure pool-
ing Bayesian Equilibrium exists only if the high-
vigilance SRO type has a higher probability of
detecting fraud. Otherwise, the only equilibrium
involves a cover-up. These findings provide the key
testable implications for our experiment regarding
the SRO’s incentives to disclose or cover-up evi-
dence of fraud and the Public’s reactions to these
events.
We argue that in this framework, effective SR

would require two necessary conditions. First, the
SRO and the Public must behave in (an approxi-
mately) Bayesian way, that is, their actions must be
consistent with the Public’s beliefs about the SRO’s
type updated from Bayes’ rule whenever possible.8

Second, the SRO and the Public must share the belief
that the ‘vigilant’ SRO is more likely to detect fraud
than the ‘lax’ SRO type. To study these two condi-
tions separately, we perform the experiment in four
principal treatments, depending on whether the high-
vigilance SRO type has a higher or a lower under-
lying probability of detecting fraud than the low-
vigilance type, and on whether this information is
actually revealed or not to the subjects at the begin-
ning of the experiment. Revealing the underlying
fraud detection probabilities of each SRO type to
the subjects allows studying whether observed beha-
viour and updated beliefs are consistent with the
theoretical Bayesian predictions. On the other hand,
not revealing to the subjects the underlying probabil-
ities of fraud detection allows studying if there is an

‘obvious way to play’ the SR game under conditions
of uncertainty about the fraud detection probabilities
(perhaps the more realistic scenario) and whether
either a fraud disclosure or a cover-up equilibrium
is supported in this context.

II. A Simple Model of SR

In this section, we develop a reference model that
follows the SR models of incomplete information
presented in Núñez (2001, 2007). In these models,
an SRO has private information regarding its vigi-
lance cost, and the SRO member’s optimal level of
fraud x* (who would be closed-door punished by the
SRO if detected) is inversely determined by the
SRO’s level of vigilance y, such that x*(y). The
SRO type is important to the Public because although
fraud is not observed, they know that, in equilibrium,
a low-cost SRO will be more vigilant, and therefore,
the underlying equilibrium level of fraud will be
lower. The probability of fraud detection by the
SRO is P(x, y), which is increasing in both fraud x
and vigilance y. If fraud is detected, the SRO must
decide whether to disclose it to the Public or cover it
up. The Public is unable to observe the fraud level,
yet they can build rational (Bayesian) beliefs about
the SRO’s type based on the disclosure (or nondi-
sclosure) of fraud. This in turn may provide a reputa-
tional incentive for the SRO to disclose fraud, if
detected, and signal a ‘vigilant’ (low cost) type to
the Public. However, the crux of the models in
Núñez (2001, 2007) is that the probability of fraud
detection P(x*(y), y) does not necessarily increase
with the SRO’s degree of vigilance, as the degree of
fraud also varies inversely with the degree of vigi-
lance. Hence, a vigilant SRO may in principle have a
higher or a lower probability of detecting fraud than a
lax SRO, depending on plausible parameters of the
model. This implies that the reputational incentives
to disclosing fraud may be positive or negative,
depending on whether the total derivative of
P(x*(y), y) is increasing or decreasing with respect
to vigilance y. In particular, a Bayesian pooling

8For other experimental analysis of Perfect Bayesian Equilibrium in signalling games, see, for example, Brandts and
Holt (1992), Banks et al. (1994) and Blume et al. (2004). These concepts have been used in the experimental analysis of
strategic situations such as political lobbying (Potters and VanWinden, 2000), stock-selling under asymmetric information
(Cadsby et al., 1998), agency problems with ratchet effects (Chaudhuri, 1998; Cooper et al., 1999) and limit-pricing in
entry games (Cooper et al., 1997a, b; Cooper, 2004).
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equilibrium with fraud disclosure and a positive level
of vigilance can only exist when P(x*(y), y) increases
with vigilance. Otherwise, a cover-up equilibrium
with no vigilance and the maximum level of fraud
exists. The intuition is that the Public would confi-
dently update their beliefs in favour of the vigilant
SRO type only when fraud detection and disclosure
is more likely to occur for the high-vigilance type,
which may or may not be the case.
Our experimental design follows a simplified ver-

sion of the models in Núñez (2001, 2007) that focuses
on the SRO exposure incentives and is more suitable
for their experimental assessment. Vigilance and the
level of fraud are now exogenous, but there are two
types of SROs: a ‘high vigilance – low fraud’ SRO, or
type ‘H’, and a ‘low vigilance – high fraud’ SRO, or
type ‘L’, to resemble, respectively, the low and high
vigilance cost SRO types described earlier. Therefore,
these SRO types are intended to reflect the different
equilibrium levels of vigilance and fraud discussed in
Núñez (2001, 2007). In our simplified model, both
SRO types exist with equal probability. After privately
observing its own type, each SRO type detects fraud
with exogenous probability PH and PL, respectively,
which are common knowledge. The sign of PH − PL is
the first control variable of our experiment, which
determines whether fraud is more likely detected by
the vigilant or the lax SRO type. If fraud is detected,
the SRO decides to either disclose it to the Public
(di = 1) or cover it up (di = 0), where di ∈ {0, 1},
i = H, L denotes disclosure probabilities in a pure-
strategy setting. If fraud is not detected, no disclosure
occurs.
The Public only observes fraud disclosure or no

disclosure (not the SRO’s type), after which they
update its beliefs regarding the SRO’s type using
Bayes’ rule whenever possible. These updated
beliefs sustain the Public’s opinion about the SRO
type, which can be ‘SRO is H’, ‘SRO is L’ or ‘Not
sure’. The Public’s payoffs were set to provide an
incentive to reveal an opinion about the SRO’s type:
if their opinion coincides with the true type of the
SRO, they get U > 0, and zero otherwise. If ‘Not
sure’, they get a lottery with expected payoff 0.5 U.
This is justified by the argument that the option ‘not
sure’ suggests that consumers (as the Public) would
believe that the H and L SROs are equally likely, and

therefore, their subjective expected payoff of choos-
ing either SRO type (or any randomization between
H and L) is approached by 0.5 U. Therefore, the
payoff structure implies that the Public would benefit
from building a correct opinion about the SRO’s true
type (which proxies its hypothetical decision of
whether to purchase or consume the SRO’s goods
or services or not).
Both SRO types earn a reputational gain W > 0 if

the Public form an opinion ‘SRO is H’, and get zero
(no reputational gain) if the Public believes ‘SRO is L’.
If the Public is ‘Not sure’, the SRO gets a lottery with
expected payoff 0.5W. Table 1 summarizes the payoff
structure of this incomplete-information SR game.
Figure 1 shows the game outlined above in

extended form with payoffs U = W = 100 and
where a, b, c and d are the Public’s updated beliefs
regarding the SRO’s type associated with every deci-
sion node in the information set following no fraud
disclosure and e and f for the nodes of the informa-
tion set following fraud disclosure. Note that ‘no
disclosure’ is an event that may arise either from
explicit cover-up by the SRO (as in nodes at a
and d) or from the SRO not detecting any fraud at
all (as in nodes at b and c).
As Fig. 1 and Table 1 show, the payoffs are the

same for both SRO types. As a consequence, only
pooling Perfect Bayesian Equilibria (PBE) are possi-
ble in this game, as the incentives to either disclose
fraud or cover it up will be the same for both SRO
types. Also, the beliefs on decision nodes in informa-
tion sets off the equilibrium path of play cannot be
refined using dominance or dominance-in-equilibrium
refinements, as in Cho and Kreps (1987) ‘intuitive
criterion’.9

Table 1. Payoffs

PUBLIC Payoff

If opinion matches the true SRO type U > 0
If opinion does not match the true SRO type 0
If ‘Not sure’: lottery 0.5 U

SRO (types H and L) Payoff

If Public's opinion is ‘SRO is H’ W > 0
If Public's opinion is ‘SRO is L’ 0
If Public is ‘Not sure’: lottery 0.5 W

9Learning models can be used to refine equilibria in signalling games (see, for example, Brandts and Holt, 1993; Anderson
and Camerer, 2000; Cooper, 2004). However, this is not possible in our credence-good context since the public cannot
observe in the experiment if past opinions were right or wrong.
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From Fig. 1, after observing disclosure, the
Bayesian beliefs e and f associated with H and L
SRO types are, respectively,

PðH j disclosureÞ ¼ e ¼ 0:5ðPHdHÞ
0:5ðPHdHÞ þ 0:5ðPLdLÞ

PðL j disclosureÞ ¼ f ¼ 0:5ðPLdLÞ
0:5ðPHdHÞ þ 0:5ðPLdLÞ

If fraud is not disclosed (either because of cover-
up or no fraud detection by the SRO), the Public
updates its Bayesian beliefs regarding H and L SRO
types from

Multiple pooling PBE when PH > PL

A pooling disclosure equilibrium implies that
beliefs e and f on the information set following
disclosure can be computed using Bayes’ rule from
the equilibrium strategies of both SRO types
(d*H = d*L = 1) as

e ¼ PðH j disclosureÞ ¼ 0:5PH

0:5PH þ 0:5PL

f ¼ PðL j disclosureÞ ¼ 0:5PL

0:5PH þ 0:5PL

Given these Bayesian beliefs, opinion ‘H’ is
optimal for the Public if e > f, which is guaranteed

Fig. 1. SRO versus Public signalling game in extensive form

PðL j no� disclosureÞ ¼ cþ d ¼ 0:5PLð1� dLÞ þ 0:5ð1� PLÞ
0:5PHð1� dHÞ þ 0:5ð1� PHÞ þ 0:5PLð1� dLÞ þ 0:5ð1� PLÞ

¼ 0:5ð1� PLdLÞ
0:5ð1� PHdHÞ þ 0:5ð1� PLdLÞ

PðH j no� disclosureÞ ¼ aþ b ¼ 0:5PHð1� dHÞ þ 0:5ð1� PHÞ
0:5PHð1� dHÞ þ 0:5ð1� PHÞ þ 0:5PLð1� dLÞ þ 0:5ð1� PLÞ

¼ 0:5ð1� PHdHÞ
0:5ð1� PHdHÞ þ 0:5ð1� PLdLÞ

Experimental evidence on self-regulation 4427
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if PH > PL. On the other hand, note that the informa-
tion set following no disclosure is reached with pos-
sible probability (despite there being a pooling
equilibrium), because observing no disclosure may
still occur as a consequence of the SRO not detecting
any fraud. Accordingly, in a pooling disclosure equi-
librium, beliefs a and d must satisfy a = d = 0, and
beliefs b and c can be computed from Bayes’ rule as

b ¼ 0:5 ð1� PHÞ
0:5 ð1� PHÞ þ 0:5 ð1� PLÞ

c ¼ 0:5 ð1� PLÞ
0:5 ð1� PHÞ þ 0:5 ð1� PLÞ

Given PH > PL, after observing no disclosure,
opinion ‘L’ must be optimal for the Public. Finally,
given the opinions held by the Public after observing
disclosure or no disclosure, both SRO types consider
it optimal to disclose fraud, if detected (i.e.
d*H = d*L = 1).

Result 1. If PH − PL > 0, there is a pooling PBE
where both SRO types disclose fraud (if detected),
and where the Public holds opinion ‘H’ after
observing disclosure and opinion ‘L’ if no disclosure
is observed.

The intuition is that disclosure will optimally be
chosen by both SRO types if fraud detection is an
event more likely to occur for the ‘vigilant’ (H) SRO
type.
However, when PH − PL > 0, there is another

pooling equilibrium that involves a cover-up by the
SRO. In fact, this equilibrium implies (d*H =
d*L = 0), and therefore, the Public’s posterior beliefs
about the SRO’s type coincide with their prior
beliefs, that is, P(H|no disclosure) = P(L|no
disclosure) = 0.5. Hence, opinions ‘H’, ‘L’ or ‘Not
sure’ yield an expected payoff of 50 and are equally
optimal for the Public. The information set after
observing disclosure is off the equilibrium path of
play, and therefore, beliefs e and f are unconstrained
by Bayes’ rule. However, any possible strict cover-
up equilibrium requires that both SRO types should
get an expected payoff lower than 50 if they deviate
from equilibrium by disclosing fraud (if detected).
This requires disclosure to be answered with opinion
‘L’ by the Public, which requires e < f, or
PHdH < PLdL. This condition would be satisfied

even if PH > PL, if inequality dH < dL is satisfied
with a sufficiently large difference. Although these
out-of-equilibrium beliefs may seem peculiar, they
cannot be ruled out using standard dominance or
dominance-in-equilibrium refinements of PBE.

Result 2. If PH > PL, there is a pooling PBE if out-
of-equilibrium beliefs e and f satisfy PHdH < PLdL.
This equilibrium involves fraud cover-up by the two
SRO types, with the Public holding posterior
Bayesian beliefs equal to the prior beliefs about
the SRO types and opinions ‘H’, ‘L’ and ‘Not sure’
being equally optimal for the Public.

Results 1 and 2 indicate that both disclosure and
cover-up equilibria are possible when the high-vigi-
lance ‘H’ SRO type is more likely to detect fraud
(PH > PL). However, the nondisclosure equilibrium
in Result 2 seems less plausible, as it requires non-
obvious out-of-equilibrium beliefs, and therefore, the
disclosure equilibrium in Result 1 stands out as the
plausible testable equilibrium when PH > PL.

Single pooling PBE when PH < PL

From the previous discussion, a cover-up equili-
brium would exist if out-of-equilibrium beliefs
e and f satisfy PHdH < PLdL. If PH < PL, this condi-
tion is satisfied, for example, should the Public
believe that an unexpected deviation from a cover-
up equilibrium were equally likely to occur in both
SRO types (dH = dL > 0). Note that if PH < PL, no
disclosure pooling equilibrium exists because, if dis-
closure occurs, Bayes’ rule would dictate that e < f,
and therefore, opinion ‘L’ would be the Public’s best
response. Accordingly, no SRO type would opti-
mally choose to disclose fraud, as cover-up would
yield a best response ‘H’ from the Public and there-
fore a higher expected payoff for the SRO.

Result 3. If PH < PL, the unique PBE involves
fraud cover-up by both SRO types. After obser-
ving no disclosure, the Public hold Bayesian
beliefs equal to the prior beliefs regarding the
SRO types. Accordingly, opinions ‘H’, ‘L’ and
‘Not sure’ (or any randomization of them) are
equally optimal for the Public.

The intuition of this result is that after observing
no disclosure, the Public’s posterior beliefs are equal
to their prior beliefs, and therefore ‘H’ and ‘L’ are
perceived as equally likely. Under these circum-
stances, no Bayesian learning is possible for the
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Public. This resembles situations where consumers,
unable to observe or infer differences in quality
between firms, simply choose one supplier at ran-
dom. The stylized model developed here cannot pro-
vide further insight as to how subjects would in
practice choose between ‘H’, ‘L’ and ‘not sure’ in
the experiment.
Table 2 summarizes the equilibrium proportions of

play for each possible action for the cases PH < PL

and PH > PL, which are the testable hypothesis to be
contrasted with the experimental evidence in
Section IV.

III. Experimental Design and Procedures

Our experimental design involves four principal
treatments, comprising sessions where the under-
lying fraud detection probabilities are PH − PL < 0
and PH − PL > 0, combined with sessions where this
information is or is not revealed to the subjects
before the experiment. The purpose of having the
sign of PH − PL not revealed to the subjects is
twofold. First, in this case, it can be hypothesized
that Bayesian-like subjects would use their intuitive
or subjective prior beliefs about the sign of PH < PL,
that is, their intuition of whether they would expect
fraud detection to be more or less likely for the H or
the L SRO type under ‘reasonable’ circumstances.
Holding these prior subjective beliefs, Bayesian-
like SRO and Public would presumably behave
according to the theoretical model, and an ‘obvious

way to play’ could arise. Second, as the experiment
unfolds, one would expect some degree of learning
of the underlying sign of PH − PL by the subjects,
and hence some partial convergence towards the
predicted behaviour according to the underlying
sign of PH − PL.
The four treatments and the corresponding number

of sessions, players and rounds are shown in Table 3.
We run most of the sessions using a ‘meaningful
context’, in which the underlying game is presented
to the subjects as a stylized SR game, and fewer
sessions using a ‘neutral context’ where the same
underlying strategic game is presented to the subjects
in an abstract way without reference to a stylized SR
context, as explained in footnote 12. The ‘neutral
context’ is therefore used as a control to test for
possible ‘context effects’. The use of a meaningful
context may facilitate the comprehension of the stra-
tegic complexities involved in this signalling game,
speeding up the learning process and acting as a
partial substitute for experience (weak context effect)
or may even affect the equilibrium selection of
subjects (strong context effect, as in Cooper and
Kagel, 2003). Ameaningful context could be a useful
alternative for studying specific signalling phenom-
ena with policy implications (as our experiment)
because of the possibility of strong context effects
(Cooper et al., 1999). Section IV reports the results of
the sessions with meaningful context. The results of
the sessions using a neutral context are presented in
Tables AI and AII in Appendix.
The experimental sessions were conducted on a

University of Chile campus.10 Each of the 17

Table 2. Theoretical proportions of play for each action, by sign of PH − PL and type of equilibrium (%)

PH < PL PH > PL

Cover-up pooling
equilibrium

Cover-up pooling
equilibrium

Disclosure pooling
equilibrium

SRO (both types)
Disclose fraud, if detected 0 0 100

PUBLIC
If fraud is disclosed, ‘H’ 0 0 100
If fraud is disclosed, ‘L’ 100 100 0
If fraud is disclosed, ‘Not Sure’ 0 0 0
If no disclosure, ‘H’ 0–100 0–100 0
If no disclosure, ‘L’ 0–100 0–100 100
If no disclosure, ‘Not Sure’ 0–100 0–100 0

10 Five paid pilots were run before the current design to test and correct the experimental procedures.
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experimental sessions used 12 subjects recruited
among Business and Economics, Auditing and
Accounting, Architecture, Geography and Design
undergraduate students without relevant experience
or background in experiments or Game Theory. In an
introductory, brief instructions were read out loud
and each subject received a written copy. Then, par-
ticipants were required to fill in a questionnaire to
ensure their understanding of the experiment’s rules
and payoffs. The correct answers were provided and
further questions of the subjects were answered.
Participants were then randomly assigned to isolated
seats and given time to study a summary of the
experiment’s instructions. Participants had a registry
to record the role and type they had in each block and
the decisions they made and received from other
participants in each round. A copy of the instructions
set (translated into English) is available upon request.
In the meaningful-context sessions, we used a

‘Public’ versus ‘organization’ wording context,
where an organization has members that provide
either ‘good service’ or ‘poor quality service’ to the
Public.11 The organization has a level of vigilance
that can be ‘High’ or ‘Low’. The reaction of SRO
members to vigilance is such that with a high level of
vigilance, fewmembers provide poor quality service,
but with low vigilance, most of them provide poor

quality service. These possibilities define two equally
likely types of organizations: a ‘high vigilance –
good service’ type (H) and a ‘low vigilance – poor
service’ type (L).12

In sessions in which PH − PL was revealed, we
included in the instructions (and summary) the prob-
ability of ‘poor service’ detection for each SRO type,
according to the sign of PH − PL. In the treatments in
which PH − PL was not revealed, subjects were
simply told that both SRO types could sometimes
detect members providing poor service, but the num-
ber of times it occurred could vary among the SRO
types.
The sessions comprised 42 rounds (except for two

early sessions comprising 36 rounds). The number of
rounds was not revealed to avoid last-period beha-
viour. At the beginning of the session, six partici-
pants were randomly assigned the role ‘Public’ and
six the role ‘organization’, and the latter were equally
split into organizations type H or L. These roles and
types remained fixed within a block of six rounds
where each Public subject was paired with a different
organization. Every six rounds, the roles and types
were randomly and privately reassigned for another
block of six rounds and so on until the end of the
session. We limited the possibility of a lengthy
repeated sequence of the same role in participants

Table 3. Experimental treatments and design

Treatment

Fraud
detection
probabilities

Context Sessions

Players
per
session

Total
players

SRO-
Public pairs
per session

Rounds
per
session

Total
SRO-
Public
pairsPH PL

PH − PL > 0, revealed 0.8 0.2 Meaningful 2 12 24 6 42 504
Neutral 1 12 12 6 42 252

PH − PL > 0, not revealed 0.8 0.2 Meaningful 3 12 36 6 42 756
Neutral 2 12 24 6 42 504

PH − PL < 0, revealed 0.2 0.8 Meaningful 4 12 48 6 42 1008
Neutral 1 12 12 6 36 216

PH − PL < 0, not revealed 0.2 0.8 Meaningful 2 12 24 6 36 and 42 468
Neutral 2 12 24 6 42 504

Total 17 204 4212

11We used ‘poor quality service’ and ‘poor service’ to moderate the wording context and avoid the strong connotations of
using ‘fraud’.
12 In the neutral-context sessions, we used a Player A – Player B wording. Player A draws (with reposition) balls from a
bowl with white and red balls, facing two equally likely situations: (1) draw few balls from a bowl with many red balls,
(‘Draw few- many Red balls’ type equivalent to ‘L’ type in the meaningful context) or (2) drawmany balls from a bowl with
few red balls, a ‘Drawmany – few Red balls’ type (‘H’ type in the meaningful context). The rest of the experiment structure
is similar to the meaningful context.
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by imposing a probability of 0.05 of having the same
role for more than two consecutive blocks. We also
favoured configurations where participants experi-
enced the role of both types of organization earlier.
We conducted the experimental sessions manually;
hence, we determined in advance the assignment of
roles and types and the poor service detection for
each organization. Eight paid graduate students
were trained and employed as laboratory assistants,
and three of them worked in each session.
At the beginning of each round, the organizations

were given a written card containing the organiza-
tion’s type and an indication of whether it did or did
not detect poor service in that round. Organizations
disclosed poor service to the public by marking an
empty box stating, ‘I have detected members deliver-
ing poor service’. Only when poor service was
detected did the organization decide whether it
would mark the box indicating disclosure or not.
False disclosure was explicitly penalized according
to instructions (occurring less than 1% of cases).
After receiving a message showing either disclosure
or no disclosure of poor service (but not the organi-
zation’s type), the public had to choose from three
possible opinions: ‘I think it is H’, ‘I think it is L’, ‘I
am not sure’. The organization was able to observe
the public’s opinion, but the public was not informed
whether its opinion was right or wrong, in accor-
dance with the credence-good assumption. Wealth
effects were controlled by randomly choosing and
remunerating one round per block of six rounds.
We setU =W = 2400 Chilean Pesos (CH$, equiva-

lent to US$ 5.9) for each round of sessions where
PH − PL was revealed, and U = W = 2600 CH$
(US$ 6.4) for sessions where PH − PL was not
revealed, to compensate for the higher complexity
of the latter treatment. Participants earned Ch$
10,600 on average per session, a significant amount
for a developing country.13 A typical session lasted
about 1 hour and 45 minutes. The corresponding
payment per hour was higher than those offered in

jobs available for undergraduate students, at about
Ch$ 2500–3000 per hour at the time of the
experiment.14

IV. Experimental Results

Evidence from the meaningful-context sessions

Table 4 shows the theoretical predictions of the
model developed in Section II on the columns on
the left hand side, and the experimental evidence for
all the meaningful-context treatments on columns on
the right hand side. Columns (1) and (2) of the
experimental evidence show that when PH − PL was
revealed to the subjects, the observed behaviour (sta-
tistically) resembles the expected frequencies of play
implied by the model, namely a ‘cover-up equili-
brium’ when PH − PL < 0, and a ‘disclosure equili-
brium’ when PH − PL > 0, and so do the differences
in the behaviour of the SRO and the public according
to the revealed signs of PH − PL. In fact, disclosure by
the SRO is statistically more frequent when
PH − PL > 0 than otherwise (0.88 versus 0.35), and
both disclosure proportions are statistically different
from 0.5 (as a measure of random behaviour) in the
directions suggested by the model. One somewhat
puzzling fact is the higher than expected rate of
disclosure when PH − PL < 0, of 0.35. This could
be due to some degree of experimentation by the
subjects and/or the possibility that part of the subjects
did not consistently behave according to the model’s
predictions.15 Nevertheless, the statistically signifi-
cant difference in disclosure rates in the PH − PL < 0
versus the PH − PL > 0 cases indicates that the
revealed sign of PH − PL is one relevant factor shap-
ing the exposure versus cover-up decision, as the
model indicates.16

In addition, after observing disclosure, opinion ‘H’
is prevalent when PH − PL > 0, while opinion ‘L’ is
prevalent when PH − PL < 0 (0.84 versus 0.21 and

13 For a correct international comparison, we used the highest OECD PPP conversion factor for Chile in the last 5 years
(Ch$ 407 per USD$ in 2011). This factor yields an average payment of USD$ 26.
14 For example, an undergraduate Economics and Business teaching assistant at University of Chile was paid at the time of
the experiment CH$ 100,000 for a 4-month academic semester, about CH$ 3000 per hour (at 2 hours per week).
15An explanation based on a limited understanding of the experiment by some subjects seems less likely, since there was an
individual questionnaire and a questions and answers session before the experiment to ensure that subjects understood the
rules of the experiment.
16Note also the infrequent choice of ‘not sure’ of 0.16. However, recall that in a nondisclosure equilibrium as indicated in
Result 3 in Section II, ‘H’, ‘L’ and ‘Not sure’ (or any randomization of them) are all equally optimal for the public (and
therefore all equilibrium behaviour).
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0.69 versus 0.1, respectively), and the differences
(−0.48 and 0.74) are statistically significant, with
signs coherent with the theoretical predictions.
Selection of the ‘Not sure’ option is minimal, as
expected (0.6 in the revealed case). Also, opinion
‘L’ after observing no disclosure is statistically
more predominant than ‘H’ (0.75 versus 0.12) when
PH − PL > 0, as expected in a disclosure equilibrium.
Note that the experimental evidence supports the

disclosure equilibrium when PH − PL > 0, therefore
helping to rule out the cover-up equilibrium in Result
2 that is based on rather implausible out-of-equili-
brium beliefs.
In conclusion, these results suggest that when

PH − PL is revealed to the subjects, observed beha-
viour is generally coherent with Bayesian behaviour
and the theoretical implications of the model depend-
ing on the revealed sign of PH − PL.
The situation is different when PH − PL is not

revealed to the subjects. As column (3) of Table 4
shows, the behaviour of the SRO and the Public
when PH − PL < 0 does not support the expected
cover-up equilibrium. On the other hand, when
PH − PL > 0 as in column (4), the proportion of
SRO disclosure (0.73) and the difference in the pro-
portions of opinions ‘H’ versus ‘L’ by the public after
observing disclosure (0.4) are statistically significant
and consistent with the predicted disclosure equili-
brium. However, the difference in the proportions of
opinions ‘H’ versus ‘L’ after observing no disclosure
is not significant (−0.02) and therefore inconsistent
with a disclosure equilibrium. Thus, when PH − PL is
not revealed to the subjects, the evidence provides no
robust support for the predicted behaviour.
To better understand the differences in behaviour

between the treatments throughout the sessions,
Tables 5 and 6 show the observed frequencies of
play for rounds 1–6, 7–21 and 22–42 for all the
treatments. Table 5 shows that when PH − PL was
revealed, observed behaviour is similar between the
different stages of the sessions and consistent with
the theoretical predictions (depending on the sign of
PH − PL) even from the outset (as in columns (1) and
(4) for rounds 1–6). Moreover, the results also sug-
gest a further gradual evolution of observed beha-
viour towards the theoretical predictions.
The situation is different in the treatments in which

PH − PL is not revealed to the subjects (Table 6). The
first rounds of these treatments provide an experi-
mental context to analyse how subjects play the game

in a context of uncertainty about the sign of PH − PL,
a situation in which subjects would presumably use
their prior beliefs about the sign of PH − PL to choose
their actions. As expected, the evidence shows no
significant differences in behaviour in the early
rounds 1–6 (columns (1) and (4)) between the treat-
ments with different underlying signs of PH − PL

(with the weak exception of the frequency of opinion
‘L’ after observing no disclosure). However, the evi-
dence of these early rounds does not suggest a clear
consensual pattern of how subjects play the game
under these conditions of uncertainty. The fact that
the proportion of disclosure by the SRO is statisti-
cally higher than 0.5 (0.75) would suggest some
support for a disclosure equilibrium. However,
although opinion ‘H’ is more frequent than opinion
‘L’ after observing disclosure (0.5 versus 0.36–0.47),
the differences are not statistically significant. Note
also from columns (1) and (4) that the frequency of
opinion ‘H’ is also higher than opinion ‘L’ when no
disclosure is observed (0.48 and 0.56 versus 0.43 and
0.23), which is in effect inconsistent with a disclosure
equilibrium. We interpret this mixed evidence as an
indication that many implicit beliefs regarding the
relative likelihood of fraud detection by the two SRO
types seem to coexist across the subjects in the first
rounds, and therefore no ‘obvious way to play the
game’ emerges when subjects have no knowledge of
the sign of PH − PL.
This situation evolves as the game unfolds. The

coefficients and signs in the last column of Table 6
indicate that in the second half of the sessions
(rounds 22–42), there is some partial convergence
of observed behaviour towards the equilibria pre-
dicted by the model, suggesting some gradual and
partial learning of the underlying sign of PH − PL.
The convergence is, however, different depending on
the underlying sign of PH − PL. Column (3) of
Table 6 indicates that, even in the second half of the
sessions, observed behaviour is not supportive of the
expected cover-up equilibrium when PH − PL < 0:
disclosure occurs nearly in half of the situations
(0.49), and the proportions of opinions ‘H’ and ‘L’
are not statistically different (0.37 and 0.51, respec-
tively). Learning seems stronger when PH − PL < 0.
Column (6) of Table 6 shows that observed beha-
viour in the second half of the sessions is fairly
consistent with a disclosure equilibrium: the propor-
tion of disclosure is 0.78 and statistically greater than
0.5, opinion ‘H’ is statistically more frequent than ‘L’
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after observing disclosure (0.69 versus 0.23) and the
opposite occurs when no disclosure is observed (0.29
versus 0.46), all of which yields some support for a
disclosure equilibrium.17

Further evidence of the patterns shown in
Tables 4–6 is provided in Table 7, which reports
the results of Probit regressions for the SRO’s dis-
closure versus cover-up decision, and multinomial
Probit regressions for the Public’s opinions about
the SRO’s type after observing fraud disclosure and
no disclosure.18 The regressors are a dummy vari-
able associated with the underlying sign of PH − PL,
(D = 1 if PH − PL > 0, D = 0 otherwise), the block of
rounds (0 = first block of 6 rounds, 6 = last block of
6 rounds) and the interaction of the dummy and
block variables, and dummies per sessions as
controls.19 Table 7 shows that in sessions in which
PH − PL was revealed to the subjects, observed
behaviour is generally consistent with predicted
behaviour even from the early rounds: the dummy
coefficient suggests that from the outset, fraud dis-
closure was statistically less probable when
PH − PL < 0 than otherwise. In addition, the
coefficients of the dummy variable in the

multinomial Probits for the sessions where
PH − PL was revealed indicate that the relative like-
lihood of choosing opinion ‘H’ versus ‘L’was lower
when PH − PL < 0, as expected. Also, the relative
likelihood of choosing opinion ‘H’ versus ‘L’ was
higher when PH − PL < 0 after observing no dis-
closure, again consistent with the predicted
behaviour.
The signs and values of the coefficients for the

interactive and block variables in the sessions
where PH − PL was revealed suggest some further
convergence towards the predicted equilibria for the
SRO and the Public’s behaviour as the sessions
unfold, which are statistically significant for three
of the four coefficients for the Public’s opinions.
However, experimental behaviour was different in

the sessions in which PH − PL was not known to the
subjects. The dummy coefficients in Table 7 for these
treatments show no systematic effects of the sign of
PH − PL in the early rounds, either on the probability
of disclosure or on the relative likelihood of choosing
opinion ‘H’ versus ‘L’ after observing disclosure,
which is consistent with the evidence reported in
Table 6 for rounds 1–6. The effect of the sign of

Table 7. Probit and multinomial probit regressions. All meaningful context sessions

PROBIT MULTINOMIAL PROBIT MULTINOMIAL PROBIT

Dependent Variable:
Disclosure | Poor quality
detected

Dependent Variable: Opinion ‘H’
| Disclosure (Baseline: Opinion
‘L’ | Disclosure)

Dependent Variable: Opinion ‘H’ |
No Disclosure (Baseline: Opinion
‘L’ | No Disclosure)

PH, PL PH, PL PH, PL PH, PL PH, PL PH, PL

Revealed Not revealed Revealed Not revealed Revealed Not revealed

D (PH < PL)
(1) −1.79** 0.02 −2.44** 0.12 0.73* −1.07**

Block −0.10 0.09* 0.15† 0.11† −0.09 −0.19**
Block × D(PH < PL) −0.07 −0.14* −0.24* −0.21* 0.21** 0.30**

Session’s Dummies Yes Yes Yes Yes Yes Yes
No. observations 762 619 403 405 1109 819
Log-likelihood −405.3 −382.3 −258.6 −329.0 −962.4 −826.9

Notes: (1)Dummy variable D = 1 if PH < PL, D = 0 otherwise.
Estimated coefficients are statistically significant at 10% (†), 5% (*) or 1% (**) level.

17One possible interpretation is that situation PH − PL > 0 may seem to the subjects a more intuitive or plausible situation
than PH − PL < 0, and therefore easier to learn.
18 The multinomial Probits of Table 7 present estimated coefficients for the effect of a one-unit change in the regressors on
the relative log odds of choosing opinion ‘H’ versus opinion ‘L’, which is defined as the baseline choice. The effects of
regressors on the relative risk (the ratio of the probabilities of opinion ‘H’ versus opinion ‘L’) are obtained by exponentiat-
ing the coefficients reported in Table 7.
19We also ran Probits without controls and Probits with session, gender and undergraduate program as controls. The
coefficients are similar to those reported in Table 7.
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PH − PL on the likelihood of opinion ‘H’ versus ‘L’
after observing no disclosure is statistically signifi-
cant, but with a sign opposite to the expected
behaviour.20

This reinforces the finding that no obvious way to
play emerges under conditions of uncertainty about
the relative probabilities of fraud detection of both
SRO types.
The sessions where PH − PL was not revealed also

confirm the partial and slow convergence towards the
predicted equilibria suggested by Table 6. In fact, the
signs, values and statistical significance of the coeffi-
cients of the block and the interactive variables indi-
cate that the SROs and the public behaviour evolves
towards the expected behaviour, suggesting some
gradual learning by the subjects of the underlying
sign of PH − PL.

Evidence from the neutral-context sessions

Table AI in Appendix reports the aggregate beha-
viour for the sessions run under a neutral context.
Columns (1) and (2) of Table AI show a pattern
similar to the evidence in Table 4 for the meaningful
context when PH − PL was revealed to the subjects,
namely that observed behaviour was generally con-
sistent with a cover-up equilibrium when PH − PL < 0
and a disclosure equilibrium when PH − PL > 0.
However, unlike the meaningful context sessions
observed, behaviour in the neutral context sessions
was not statistically supportive of any particular
equilibrium when PH − PL was not revealed to the
subjects (columns (3) and (4) of Table AI). This
suggests a weaker ongoing learning process in the
neutral context sessions. This is corroborated by the
Probits and Multinomial Probits in Table AII of
Appendix, where the coefficients of the dummies
show no effect of the sign of PH − PL on disclosure
or the Public’s opinions after disclosure (as in the
meaningful sessions), but the coefficients of the
block and interactive variables provide weak evi-
dence of convergence towards predicted equilibria.
Thus, the comparison of the neutral versus the mean-
ingful context sessions suggests a weak-context
effect that seems to have facilitated a behaviour by
the subjects more convergent with equilibrium beha-
viour. Note, however, that our experimental setting
assumed wide differences in detection probabilities
(0.2 and 0.8), which facilitates the learning process

by the subjects. If the difference of probabilities of
detection were smaller, it seems reasonable to believe
that subjects would take a longer time to distinguish
types and observe some convergence towards equili-
brium behaviour.

V. Conclusions

One essential theoretical concern about the reputa-
tion-based incentives for effective SR is the ambigu-
ity of how the public would react to fraud disclosure
by an SRO and update their beliefs about the SRO’s
quality (its vigilance level and the quality delivered
by its members). This interpretative ambiguity arises
because, in principle, fraud disclosure may signal a
‘vigilant’ attitude by the SRO, but also may signal a
‘lax vigilance’ attitude, suggesting therefore wide-
spread fraud among its members. The conflict
between these opposed yet plausible interpretations
of what fraud disclosure reveals about an SRO is the
central issue addressed experimentally in this article.
We find that the observed experimental behaviour

is generally consistent with Bayesian predictions of
how fraud disclosure should be interpreted, provided
that subjects are fully informed about the relative
likelihoods of fraud detection of the two SRO
types: as expected in this (rather unrealistic) context,
a ‘cover-up equilibrium’ is experimentally supported
when fraud is known by the subjects to be more
likely to be detected by a lax (low vigilance-high
fraud) SRO, and a ‘disclosure equilibrium’ is sup-
ported when subjects are informed that a vigilant
SRO is more likely to detect fraud. This would sug-
gest that (i) subjects seem generally equipped enough
to undertake a Bayesian-consistent updating of their
beliefs about SRO quality required for effective SR
and (ii) effective SR would occur if the public shared
information or beliefs that fraud detection is likelier
among ‘vigilant’ SROs.
However, when subjects are not informed about

the underlying fraud detection probabilities by the
SRO types, observed SRO and Public behaviour is
noisier and not supportive of any equilibrium. The
early rounds of these treatments reveal no consensual
or ‘obvious’ way to play the game, suggesting the
coexistence among the subjects of opposed interpre-
tations of what disclosure and absence of disclosure
reveal about an SRO’s underlying quality. Although

20However, recall from the model that when PH − PL < 0, opinions ‘L’, ‘H’ and ‘Not sure’ are equally optimal.
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the evidence of the later rounds shows that the sub-
jects in both roles (SRO and Public) eventually begin
to learn the underlying relative probabilities of fraud
detection by both SRO types and converge towards
the expected Bayesian Equilibria, this learning pro-
cess is partial and slow.
Our results suggest that a first requirement for

effective SR, namely that the Public’s and SROs’
behaviour somehow resemble the Bayesian inference
and behaviour required to sustain a consensual inter-
pretation of fraud disclosure and cover-up, could be
satisfied. Yet, the bottleneck for effective SR may lie
in another hurdle suggested by our results, namely
that subjects in the role of the public do not seem to
share the belief that fraud is more likely detected and
exposed by a ‘vigilant’ than a ‘lax’ SRO type, which
is required to sustain a consensual interpretation of
fraud disclosure as a signal of a ‘vigilant’ SRO. It
seems reasonable to expect that in most real SR
situations, the information and beliefs about the rela-
tive likelihoods of fraud detection by different SRO
types would always be noisy and heterogeneous
across individuals. In this context, there would be
accordingly many conflicting interpretations and opi-
nions across individuals about what disclosure says
about an SRO’s expected quality, and therefore the
reputational incentives for effective SR in preventing
and disclosing fraud would remain inherently ambig-
uous and weak. This raises the issue of whether and
how could the incentives for effective SR be
enhanced, for example by means of public parallel
regulation of fraud and malpractice (in tandem with
SR), and the application of other nonreputation-
based incentives such as fines and license revocations
whenever fraud is detected, as often suggested by
practitioners and the related literature.
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Table AII. Probit and multinomial probit regressions. All neutral context sessions

Probit Multinomial probit Multinomial probit

Dependent variable:
disclosure | poor service
detected

Dependent variable: opinion ‘H’
| disclosure (baseline: opinion ‘L’
| disclosure)

Dependent variable: opinion ‘H’ |
no disclosure (baseline: opinion ‘L’
| no disclosure)

PH, PL PH, PL PH, PL PH, PL PH, PL PH, PL

Revealed Not revealed Revealed Not revealed Revealed Not revealed

D(PH < PL)
(1) −1.05† 0.45 −2.75** 0.63 1.74** 0.43

Block 0.28 0.01 −0.20 −0.03 0.13 −0.02
Block × D(PH < PL) −0.48 −0.13 −0.21 −0.22† 0.15 0.10

Session’s dummies Yes Yes Yes Yes Yes Yes
No. observations 241 516 163 268 305 740
Log-likelihood −74.6 −347.9 −58.2 −227.9 −275.6 −740.8

Notes: (1)Dummy variable D = 1 if PH < PL, D = 0 otherwise.
Estimated coefficients are statistically significant at 10% (†), 5% (*) or 1% (**) level.

Experimental evidence on self-regulation 4441

D
ow

nl
oa

de
d 

by
 [

T
el

da
n 

In
c]

 a
t 1

0:
48

 2
4 

A
ug

us
t 2

01
5 


	Abstract
	I.  Introduction
	II.  A Simple Model of SR
	Multiple pooling PBE when PH€>€PL
	Single pooling PBE when PH€<€PL

	III.  Experimental Design and Procedures
	IV.  Experimental Results
	Evidence from the meaningful-context sessions
	Evidence from the neutral-context sessions

	V.  Conclusions
	Acknowledgements
	Disclosure Statement
	Funding
	References
	Appendix



